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Abstract: 
Conventional land classification and zoning methodologies are characterized by significant manual effort, 
prolonged decision cycles, and susceptibility to inconsistency arising from reliance on outdated geographic 
information systems (GIS). These limitations impede timely and evidence-based urban planning. This 
paper presents SmartZoneX, an artificial intelligence and machine learning (AI/ML)-based geospatial land 
classification system designed to automate and accelerate zoning decisions. The system integrates real-
time geospatial data streams—including Normalized Difference Vegetation Index (NDVI) values, soil 
properties, rainfall patterns, elevation data, and infrastructure proximity metrics—sourced from open APIs 
such as OpenStreetMap, SoilGrids, and NASA SRTM. A feature engineering pipeline transforms these 
heterogeneous inputs into a structured feature vector, which is subsequently processed by ensemble 
machine learning models, specifically Random Forest and XGBoost classifiers, to predict land-use 
categories comprising Residential, Industrial, Farmland, Forest, and Greenfield. The system incorporates a 
graphical user interface (GUI) developed with the Tkinter framework, enabling interactive parcel selection 
and real-time visualization of classification outcomes with associated confidence scores. Comprehensive 
testing comprising unit, integration, system, performance, and usability evaluations demonstrated system 
stability, with all 20 primary test cases passing. SmartZoneX offers a scalable, reliable, and operationally 
deployable solution for urban planners, governmental authorities, researchers, and environmental 
organizations. 

Keywords — Land classification, geospatial data, machine learning, Random Forest, XGBoost, NDVI, 
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I.     INTRODUCTION 

Land classification and zoning constitute 
foundational activities in urban planning, 
environmental management, agricultural 
administration, and industrial development policy. 
Accurate delineation of land parcels into 
functionally distinct categories—such as residential, 

commercial, industrial, agricultural, or forested 
zones—enables governmental bodies and planning 
authorities to formulate evidence-based spatial 
policies, allocate infrastructure resources efficiently, 
and sustain ecological balance. However, traditional 
approaches to land zoning remain heavily 
dependent on manual inspection, field surveys, and 
the subjective interpretation of cartographic data 
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within legacy geographic information system (GIS) 
platforms. Such methods are not only labor-
intensive and time-consuming but are also prone to 
inconsistency and error, particularly when applied 
at scale or in rapidly urbanizing regions. 

The proliferation of satellite remote sensing 
technology, open geospatial data APIs, and 
advances in machine learning have collectively 
created an opportunity to fundamentally redesign 
the land classification workflow. Contemporary 
ensemble learning algorithms—most notably 
Random Forest and Extreme Gradient Boosting 
(XGBoost)—have demonstrated exceptional 
predictive performance in multi-class classification 
tasks involving heterogeneous feature spaces, 
making them well-suited for geospatial applications 
where input variables span spectral indices, terrain 
parameters, soil chemistry, and infrastructure 
proximity metrics. 

Existing research has explored various 
dimensions of geospatial machine learning, 
including satellite image segmentation using 
convolutional neural networks (CNNs), land cover 
classification from multispectral imagery, and 
spatial clustering for zoning delimitation. However, 
a notable gap persists in the development of 
integrated, end-to-end systems that combine real-
time API-driven data acquisition, automated feature 
engineering, ML-based prediction, and user-
accessible visualization into a single deployable 
platform suitable for non-specialist users such as 
urban planners and government officials. 

SmartZoneX addresses this gap by 
providing a cohesive AI/ML-based geospatial land 
classification system. The system enables users to 
interactively define land parcels through a GUI, 
automatically retrieves current geospatial 
parameters through standardized APIs, applies a 

trained ensemble classifier, and delivers zoning 
predictions accompanied by probabilistic 
confidence scores. The outputs are exportable as 
structured reports in CSV and PDF formats, 
facilitating direct integration with existing planning 
workflows. The present paper describes the design, 
implementation, and empirical evaluation of 
SmartZoneX, demonstrating its potential as a 
practical and scalable tool for modern land 
administration. 

II. Materials and Methods 

A. System Architecture 

SmartZoneX adopts a modular, layered 
architecture comprising four principal components: 
a data acquisition layer, a feature engineering 
module, a machine learning inference engine, and a 
presentation and reporting layer. The architecture is 
designed to ensure loose coupling between 
components, thereby facilitating independent 
updates to individual modules without disrupting 
overall system functionality. 

The data acquisition layer interfaces with 
multiple external APIs to retrieve real-time 
geospatial measurements corresponding to a user-
defined land parcel. The feature engineering 
module preprocesses and normalises the raw API 
responses into a structured numerical feature vector. 
The inference engine applies pre-trained ensemble 
classifiers to produce class-level probability 
distributions, from which the predicted land-use 
category and associated confidence score are 
derived. The presentation layer renders the 
classified parcel on an interactive map canvas 
embedded within the GUI and generates 
downloadable reports. 
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Layer Component Technology / Source 

Data Acquisition Vegetation Index (NDVI) NASA MODIS / NDVI API 

Data Acquisition Soil Properties SoilGrids REST API (ISRIC) 

Data Acquisition Rainfall Data Open-Meteo / ERA5 API 

Data Acquisition Elevation (DEM) NASA SRTM via OpenTopography 

Data Acquisition Infrastructure Proximity OpenStreetMap Overpass API 

Feature Engineering Preprocessing & Normalisation Python (scikit-learn, pandas) 

ML Inference Classification Models Random Forest, XGBoost 

Presentation GUI Framework Python Tkinter 

Presentation Visualisation Matplotlib 

Presentation Report Export CSV, PDF (ReportLab / fpdf2) 

Table I: System Architecture Components and Technologies 

B. Data Sources and API Integration 

The system retrieves five categories of 
geospatial features for each queried parcel. The 
Normalized Difference Vegetation Index (NDVI) 
provides a quantitative proxy for vegetation density 
and photosynthetic activity, derived from near-
infrared and red spectral reflectance bands. Soil 
property data—including texture class, organic 
carbon content, and pH—are fetched from the 
SoilGrids platform maintained by the International 
Soil Reference and Information Centre (ISRIC), 
which provides globally consistent, depth-resolved 
soil predictions at a spatial resolution of 250 m. 
Precipitation data are sourced from ERA5 
reanalysis products or the Open-Meteo API, 
delivering mean annual and seasonal rainfall 
estimates. Elevation and terrain slope parameters 
are derived from the NASA Shuttle Radar 
Topography Mission (SRTM) digital elevation 
model (DEM), which offers near-global coverage at 
a horizontal resolution of approximately 30 m. 
Infrastructure proximity metrics—including 
distances to road networks, built-up areas, and 

water bodies—are computed using the 
OpenStreetMap Overpass API. 

API queries are parameterised using the 
geographic centroid and bounding box of the user-
defined parcel. Asynchronous HTTP requests are 
issued concurrently where API rate limits permit, 
and response payloads are validated against 
expected schema definitions prior to feature 
extraction. Error handling routines manage 
scenarios involving API timeout, data unavailability, 
or out-of-bounds coordinates, ensuring system 
resilience under suboptimal network conditions. 

C. Feature Engineering 

Raw API responses undergo a structured 
feature engineering pipeline. Continuous numerical 
variables—such as NDVI magnitude, elevation (m 
above mean sea level), mean annual precipitation 
(mm), soil organic carbon density (g/kg), and 
infrastructure distances (m)—are extracted and 
assembled into a fixed-dimensional feature vector. 
Categorical variables, including soil texture class, 
are encoded using ordinal encoding consistent with 
the training set schema. All features are normalised 
using min-max scaling to the range [0, 1] prior to 
model inference, mitigating the influence of 
differing measurement scales on model 
performance. 

The final feature vector comprises eleven 
dimensions: NDVI value, soil pH, soil organic 
carbon content, clay fraction, sand fraction, mean 
annual precipitation, elevation, slope gradient, 
distance to nearest road (m), distance to nearest 
settlement (m), and distance to nearest water body 
(m). This feature set was selected through a 
combination of domain knowledge and recursive 
feature elimination during the model development 
phase. 
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D. Machine Learning Models 

SmartZoneX employs two ensemble 
learning classifiers: Random Forest and XGBoost. 
Random Forest operates by constructing an 
ensemble of decision trees trained on bootstrap 
samples of the training dataset, with final 
predictions determined through majority voting 
across trees. This approach confers inherent 
robustness to overfitting and provides natural 
estimates of feature importance. XGBoost 
implements a gradient-boosted tree ensemble with 
regularisation terms, sequential residual correction, 
and second-order gradient approximation, offering 
competitive classification accuracy on tabular data 
while supporting parallel computation. 

Both classifiers were trained on a labelled 
geospatial dataset comprising land parcels from 
diverse geographic contexts, annotated with 
ground-truth land-use classes: Residential, 
Industrial, Farmland, Forest, and Greenfield. 
Hyperparameter optimisation was conducted using 
stratified five-fold cross-validation with a grid 
search over key parameters—including the number 
of estimators, maximum tree depth, learning rate 
(XGBoost), and minimum samples per leaf 
(Random Forest). The final model selection was 
governed by macro-averaged F1-score on the held-
out validation partition. 

At inference time, both classifiers 
independently produce class-level probability 
distributions. The system presents the user with the 
class label corresponding to the highest posterior 
probability as the predicted zone, alongside a 
confidence score defined as the maximum class 
probability from the ensemble output. Where the 
two models produce differing top-level predictions, 
a soft-voting scheme weighted by validation-set 
performance is applied to arbitrate the final 
classification. 

E. Graphical User Interface 

The GUI is implemented using Python's 
Tkinter library, providing a cross-platform desktop 
interface. The primary workspace presents an 
interactive map canvas upon which users may either 
select predefined parcels from a loaded shapefile or 
manually delineate parcel boundaries using a 
polygon drawing tool. Upon parcel definition, the 
system automatically triggers the data acquisition 
and classification pipeline, displaying intermediate 
status updates to inform the user of processing 
progress. 

Classification results are rendered as colour-
coded overlays on the map canvas, with each land-
use class assigned a distinct chromatic identifier. A 
dedicated results panel displays the predicted class, 
confidence score, and per-class probability 
distribution presented as a horizontal bar chart 
generated via Matplotlib. The export module 
enables the user to save results as a comma-
separated values (CSV) file for further geospatial 
analysis or as a formatted PDF report suitable for 
submission to planning authorities. 

F. Testing Methodology 

System validation was conducted across five 
testing tiers. Unit testing verified the correctness of 
individual functions within the data acquisition, 
feature engineering, and model inference modules, 
employing mock API responses to ensure isolation 
from external dependencies. Integration testing 
assessed the coherent operation of interconnected 
modules, specifically validating that API responses 
were correctly parsed, features properly assembled, 
and model predictions accurately returned through 
the GUI event chain. System testing evaluated end-
to-end workflows for each supported parcel type 
under realistic operating conditions. Performance 
testing measured API response latency, feature 
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engineering throughput, and classification inference 
time under concurrent processing scenarios. 
Usability testing engaged representative users from 
target user groups to identify interface friction 
points and assess task completion rates. 

III. Results and Discussion 

A. Classification Performance 

The machine learning models were 
evaluated on a stratified test partition comprising 20% 
of the annotated dataset. Random Forest achieved 
an overall classification accuracy of 91.3% with a 
macro-averaged F1-score of 0.904, while XGBoost 
attained an accuracy of 92.7% and a macro-
averaged F1-score of 0.919. The soft-voting 
ensemble combining both classifiers yielded the 
highest overall accuracy of 93.5% with a macro-
averaged F1-score of 0.928. Classification 
performance was highest for the Forest and 
Greenfield categories, where spectral (NDVI) and 
terrain features provided strong discriminative 
signals. Residential and Industrial classes exhibited 
marginally lower recall values, attributable to 
feature overlap in peri-urban transitional zones 
where infrastructure density alone does not 
unambiguously distinguish land-use intent. 

 

Model Accuracy 
(%) 

Precision Recall F1-
Score 

Random 
Forest 

91.3 0.907 0.901 0.904 

XGBoost 92.7 0.924 0.915 0.919 

Ensemble 
(Soft 
Voting) 

93.5 0.931 0.925 0.928 

Table II: Comparative Classification Performance of ML 
Models 

 
 

B. System Testing Results 

A total of 20 structured test cases were 
executed across the five testing tiers. All 20 test 
cases passed, demonstrating end-to-end functional 
correctness of the integrated system. Five minor 
usability issues were identified during the usability 
evaluation phase, pertaining to label truncation 
within the results panel, suboptimal tab-order for 
keyboard navigation, and ambiguous hover-state 
feedback on the map canvas. All identified issues 
were classified as low severity and did not 
compromise core classification functionality. 
Corrective modifications were subsequently applied 
within the same development iteration. 

 

Table III: Summary of Testing Results Across All Evaluation 
Tiers 

C. Performance Metrics 

End-to-end processing latency—measured 
from parcel submission to classification result 
display—averaged 4.2 seconds under standard 
broadband connectivity (download speed ≥ 10 
Mbps). The dominant latency contributor was 
external API data retrieval, accounting for 
approximately 3.1 seconds (73.8%) of total 
processing time. Feature engineering and model 
inference together required less than 0.4 seconds, 

Testing Tier Test 
Cases 

Passed Issues 
Identified 

Severity 

Unit Testing 6 6 0 — 

Integration 
Testing 

4 4 0 — 

System Testing 4 4 0 — 

Performance 
Testing 

3 3 0 — 

Usability 
Testing 

3 3 5 (UI) Low 

Total 20 20 5 (UI) Low 
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demonstrating the computational efficiency of the 
ensemble classifiers on tabular input vectors of the 
selected dimensionality. PDF report generation 
required an additional 0.7 seconds on average. 
These metrics confirm that SmartZoneX is suitable 
for interactive deployment scenarios where near-
real-time feedback is operationally desirable. 

D. Discussion 

The results demonstrate that SmartZoneX 
achieves classification accuracy and inference 
latency that are operationally competitive with 
published remote-sensing-based land classification 
systems, while offering the additional practical 
advantage of a self-contained, desktop-deployable 
application that does not require specialist GIS 
expertise. The integration of multiple 
complementary geospatial data streams—spanning 
spectral, edaphic, climatic, topographic, and 
infrastructural dimensions—yields a feature space 
that is substantially more informative than 
approaches relying solely on satellite imagery or 
single-source APIs. 

The primary limitation of the current system 
is its dependence on the availability and latency of 
third-party APIs. In scenarios involving rate-
limiting, service disruption, or absence of internet 
connectivity, the system cannot complete the data 
acquisition phase. Future developments may 
address this constraint through the integration of a 
local tile cache for frequently queried regions, 
offline satellite imagery support, or the substitution 
of specific APIs with locally hosted data products. 
Additionally, the training dataset, while 
geographically diverse, may underrepresent land-
use transition zones and informal settlements, 
which could reduce prediction reliability in rapidly 
urbanizing contexts in developing regions. 
Expanding the training corpus to include such areas 
would be expected to improve generalisability. 

The confidence score mechanism provides 
planners and administrators with a transparent 
indication of prediction certainty, enabling them to 
direct follow-up field verification efforts toward 
parcels where model confidence falls below an 
operationally defined threshold. This probabilistic 
transparency is a distinguishing feature relative to 
deterministic rule-based zoning systems and 
supports informed human-in-the-loop decision-
making. 

IV. Conclusions 

This paper has presented SmartZoneX, an 
AI/ML-based geospatial land classification system 
that integrates real-time API-driven data acquisition, 
automated feature engineering, ensemble machine 
learning classification, and an interactive graphical 
user interface into a cohesive end-to-end platform. 
The system classifies land parcels into five 
functionally distinct categories—Residential, 
Industrial, Farmland, Forest, and Greenfield—with 
an ensemble classification accuracy of 93.5% and a 
macro-averaged F1-score of 0.928 on the test 
partition. 

Comprehensive testing across unit, 
integration, system, performance, and usability tiers 
confirmed the functional correctness and 
operational stability of the system, with all 20 
primary test cases passing successfully. Average 
end-to-end processing latency of 4.2 seconds 
satisfies the requirements of interactive deployment 
scenarios. Minor usability issues identified during 
evaluation were remediated within the development 
cycle. 

SmartZoneX represents a meaningful 
advancement toward the digitalisation and 
automation of land zoning workflows, offering 
measurable improvements in classification speed, 
consistency, and accessibility relative to 
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conventional manual GIS-based approaches. The 
system is designed to serve a broad constituency of 
users, including urban planners, governmental land 
administration bodies, academic researchers, 
environmental organisations, and agricultural 
stakeholders. Future work will focus on extending 
the training dataset to encompass underrepresented 
land-use transition zones, incorporating offline 
spatial data caching to mitigate API dependency, 
and evaluating the system's performance in diverse 
geographic and regulatory contexts. 
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