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Abstract 
Accurate identification of medicinal plant materials is a persistent challenge throughout Ayurvedic 
pharmaceutical supply chains, where adulteration and mislabeling remain frequent. Existing automated 
systems typically rely on deep learning architectures requiring GPU infrastructure and large annotated 
corpora—resources unavailable in most field and rural-market contexts. This work presents a CPU-
deployable plant identification pipeline combining handcrafted multi-channel features (HSV color 
histograms, Local Binary Patterns, Hu moments, Fourier descriptors, and Sobel edge gradients) with 
Principal Component Analysis for dimensionality reduction, followed by a multiclass Support Vector 
Machine with an RBF kernel. Evaluated on a curated dataset of 4,350 leaf images spanning four 
commercially significant species—Neem, Tulsi, Curry Leaf, and Aloe Vera—the system achieves 89.2% 
test accuracy and a macro-averaged F1-score of 0.891, with a per-image inference latency of approximately 
340 ms on commodity CPU hardware. A Flask-based web interface delivers predictions alongside medicinal 
metadata, making the system immediately accessible to non-expert stakeholders such as herbal market 
traders, Ayurvedic practitioners, and quality-control staff in low-connectivity environments. 
 
Keywords—medicinal plant identification; Support Vector Machine; image classification; feature 
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I. INTRODUCTION 

Medicinal plant materials pass through several 
tiers of the Ayurvedic supply chain—field collector, 
wholesale aggregator, processing facility, retail 
distributor—before reaching the practitioner or 
patient. At each transition, the risk of mislabeling 
grows: over 700 plant species are cited in classical 
Ayurvedic texts [1], many sharing broadly similar 
morphological traits when viewed without formal 
botanical training. Field surveys in major Indian 
herbal markets have documented recurring instances 
where botanically distinct species are traded under a 
single common name, sometimes interchangeably. 
Beyond commercial confusion, this practice carries 
real therapeutic consequences: a substituted material 

may deliver a different phytochemical profile, 
potentially reducing efficacy or introducing 
unintended bioactive compounds. 

Manual identification relies largely on tacit 
expertise—knowledge passed informally between 
collectors and traders and calibrated over years of 
exposure. This form of knowledge is neither 
uniformly distributed nor stable: seasonal 
phenotypic variation and inter-regional 
morphological differences within the same species 
make even experienced identifiers uncertain in 
ambiguous cases. Prior literature indicates that 
laypersons misidentify medicinal plant materials at 
rates between 15% and 20% [6], a margin that 
becomes clinically significant when traditional 
remedies are prepared without laboratory validation. 
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Computer vision has been applied to plant 
identification with steadily increasing accuracy, 
progressing from handcrafted descriptor pipelines to 
convolutional neural networks and pretrained 
transfer-learning architectures [7], [8]. Top-
performing systems now report validation accuracies 
exceeding 99% [3]. The engineering gap, however, 
is not accuracy alone. High-accuracy deep learning 
models demand GPU compute during inference, 
require large memory footprints, and exhibit latency 
profiles that make them impractical for battery-
powered mobile deployments over limited 
connectivity. Most field-level deployments—herbal 
farms, district-level trading hubs, primary care 
Ayurvedic clinics—do not have access to GPU 
infrastructure [9]. 

This paper addresses that deployment gap 
directly. Rather than chasing peak benchmark 
accuracy, the objective is to identify the best-
performing system that can run end-to-end on a 
commodity CPU within a web-accessible interface. 
The approach uses a structured feature engineering 
pipeline—extracting color, texture, shape, and edge-
gradient descriptors—followed by PCA-based 
dimensionality reduction and a multiclass SVM 
classifier. The design choices are motivated 
throughout by practical deployment considerations 
rather than algorithmic novelty [10]. 

The remainder of the paper is organized as 
follows. Section II surveys related literature and 
articulates the specific gap this work addresses. 
Section III describes the full methodology with 
design rationale at each stage. Section IV presents 
experimental results including a feature ablation 
study and comparison against deep learning 
baselines. Sections V and VI discuss implications, 
limitations, and conclusions. 

 

II. LITERATURE REVIEW 

A. Classical Feature-Based Methods 
Early work on automated leaf classification 

established the foundational feature vocabulary still 
relevant today. Gopal et al. [1] combined boundary 
descriptors, moment invariants, and extended-gamut 
color histograms to achieve approximately 92% 

accuracy on a four-species dataset. The authors 
acknowledged that vein topology—one of the most 
taxonomically meaningful leaf characteristics—was 
poorly captured by their feature set. Subsequent 
investigations confirmed this, demonstrating that 
venation density and branching patterns are strong 
species discriminators [11]. 

Janani and Gopal [6] retained a similar feature 
extraction framework but replaced the linear SVM 
with an Artificial Neural Network, obtaining a 
marginal accuracy improvement. This comparison is 
methodologically informative: the performance gain 
attributable to the nonlinear classifier suggests that 
kernel-based nonlinearity can partially substitute for 
architectural complexity. The present work adopts 
this insight by using an SVM with an RBF kernel, 
which introduces nonlinearity while preserving 
interpretability and low memory footprint. 

B. Region-Based and Convolutional Detection 
Duth et al. [2] evaluated region-based CNN 

architectures—R-CNN, Fast R-CNN, and Faster R-
CNN—for herbal leaf classification, with and 
without sequence models (RNN, LSTM, BiLSTM). 
Faster R-CNN with BiLSTM achieved 96.53% 
accuracy by integrating region proposal and feature 
extraction into a unified network pass. The 
computational footprint during inference, however, 
is substantial. The authors suggested that single-
stage detectors such as YOLO or SSD may be more 
appropriate for real-time field applications [12]—a 
direction aligned with the low-resource emphasis of 
this paper. 

 

Saunshi et al. [4] reviewed CNN applications to 
medicinal plant datasets, noting that well-designed 
architectures can approach 98% accuracy when 
trained on thoroughly annotated corpora. They also 
identified a practical limitation: CNN performance 
degrades under disease-induced morphological 
changes, pest damage, and growth-stage variation—
conditions common in real herbal market samples 
[13]. Rajani and Veena [5] developed a handheld 
scanning device for 35 herb categories achieving 
94.1% accuracy on 4,350 images, noting that image 
capture format, contrast balance, and background 
segmentation critically affect classification. 
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C. Transfer Learning Approaches 
Rani et al. [3] benchmarked four pretrained 

architectures—VGG16, MobileNet, Xception, and 
InceptionResNetV2—on a 30-species dataset. 
InceptionResNetV2 reached 99.80% validation 
accuracy with minimal training epochs, 
demonstrating the efficiency of fine-tuning over 
training from scratch [14]. MobileNet offered a more 
favorable accuracy-to-compute trade-off, making it 
a candidate for constrained deployments, though 
even MobileNet inference on a CPU is meaningfully 
slower than a well-optimized SVM pipeline, as the 
experimental comparison in Section IV confirms. 
Vaishnavi et al. [7] further corroborated these 
findings in a comparative study of ML and DL 
algorithms specifically for Indian medicinal leaf 
detection. 

Abdollahi [8] applied deep learning to medicinal 
plant identification in a geographically distinct 
dataset (Ardabil, Iran), achieving strong results and 
confirming that transfer learning generalizes across 
regional botanical collections. Amuthalingeswara et 
al. [9] extended this line of work by integrating usage 
metadata—medicinal property descriptions—
alongside classification output, a concept directly 
adopted in the web interface of the present system 
[15]. 

D. Summary and Research Gap 
Table I consolidates accuracy figures from the 

reviewed methods. The performance trajectory is 
clear: accuracy climbs from the low 90s for 
handcrafted-feature SVMs to near-perfect for fine-
tuned pretrained networks. The increase comes at 
cost—computational, data, and infrastructure—that 
scales with model complexity [16]. No existing work 
explicitly benchmarks a low-resource system 
optimized for CPU deployment and packaged as a 
web-accessible field tool, targeting user groups who 
lack laboratory infrastructure. Filling this gap is the 
contribution of the present paper. 

 

 

 

 

 

TABLE I.  Comparison of Prior Methods 
Ref Method Species Accuracy 
[1] Boundary + Color + SVM 4 92.0% 
[2] Faster RCNN + BiLSTM Multi 96.5% 
[3] InceptionResNetV2 30 99.8% 
[4] CNN (Review) Multi 98.0% 
[5] Custom CNN 35 94.1% 
[6] ANN + Features Multi 92.0% 
[7] ML/DL Comparative Study Multi 95.2% 

Prop. SVM + PCA (Proposed) 4 89.2% 
 

III. PROPOSED METHODOLOGY 

The identification system is structured as a six-
stage pipeline: data acquisition, image preprocessing, 
feature extraction, dimensionality reduction, SVM 
classification, and web-based deployment. Fig. 1 
illustrates the overall flow. Each stage is designed 
with explicit attention to why the chosen approach is 
preferable to alternatives under the target 
deployment constraints [17]. 

Raw Leaf Image 
Stage 1 — Acquisition 

Stage 2 — Preprocessing (Resize → Denoise → Segment → Augment) 
Stage 3 — Feature Extraction (Color + Texture + Shape + Edge) → 

PCA 
Stage 4 — SVM Classification (RBF Kernel, OvO, C=10, γ=0.01) 

Stage 5 — Performance Evaluation 
Stage 6 — Web Interface Output (Flask) 

Fig. 1. Six-Stage Medicinal Plant Identification Pipeline 

A. Data Acquisition 
The dataset draws from three public 

repositories—Kaggle's Medicinal Leaf Dataset, 
PlantVillage, and PlantNet/ImageCLEF—
supplemented by original photographs captured 
under natural and controlled indoor lighting using 
mobile camera hardware. Sourcing from both 
controlled and ambient conditions is intentional: a 
system trained exclusively on studio-quality images 
typically underperforms in field settings where 
lighting is uncontrolled [18]. 

The primary classification target comprises four 
species: Neem (Azadirachta indica), Tulsi (Ocimum 
tenuiflorum), Curry Leaf (Murraya koenigii), and 
Aloe Vera (Aloe barbadensis). Table II summarizes 
the dataset composition. An experienced botanist 
reviewed species labels against peer-validated 
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botanical references to reduce annotation error. 
Blurred and duplicate images were removed 
manually, and an 80/20 stratified train-test split was 
applied. 

TABLE II.  Dataset Composition by Species 
Species Total Train Test 
Neem 1,120 896 224 
Tulsi 1,080 864 216 

Curry Leaf 1,050 840 210 
Aloe Vera 1,100 880 220 

Total 4,350 3,480 870 
 

B. Image Preprocessing 
All images are resized to 224 × 224 pixels using 

bilinear interpolation to standardize spatial 
resolution across heterogeneous acquisition 
conditions. Conversion from RGB to HSV color 
space separates chromatic information (hue, 
saturation) from brightness (value), allowing feature 
extraction to capture leaf color properties without 
conflating them with illumination artifacts [19]. 

A 5 × 5 Gaussian kernel is applied for noise 
suppression—its window size chosen to attenuate 
high-frequency sensor noise while preserving mid-
frequency edge and vein structure. Leaf region 
segmentation uses Otsu's adaptive thresholding 
combined with morphological closing and opening 
to remove residual foreground noise. During training, 
data augmentation—horizontal and vertical flips, 
±15° rotation, brightness perturbation, and low-
magnitude Gaussian noise—reduces overfitting 
without requiring new acquisitions. 

C. Feature Extraction 
Rather than relying on a single descriptor type, 

the pipeline aggregates four complementary feature 
groups. No single feature type captures the full 
discriminative geometry of a leaf: color patterns, 
surface texture, silhouette shape, and vein/edge 
topology each contribute independent information 
[20]. 

Color features consist of 64-bin HSV histograms 
over each channel, yielding 192-dimensional color 
descriptors. Texture is encoded using Local Binary 
Patterns (LBP) applied to the luminance channel at 
multiple radii, capturing surface microstructure at 
different scales. Shape is represented by Hu moment 

invariants and Fourier descriptors computed from 
the leaf contour—both scale, rotation, and 
translation invariant. Edge gradient features derived 
from the Sobel operator at four orientations (0°, 45°, 
90°, 135°) capture vein density, margin sharpness, 
and surface irregularity. The full concatenated 
descriptor is 563-dimensional. 

D. Dimensionality Reduction via PCA 
A 563-dimensional feature vector contains 

considerable redundancy—color and texture 
descriptors in particular share variance related to 
overall leaf brightness. PCA is applied to the training 
set, and the feature space is reduced to 128 principal 
components. The ablation results in Section IV 
confirm a net accuracy improvement of 
approximately 0.8 percentage points from this 
reduction, validating the hypothesis that compressed 
representations generalize better than raw high-
dimensional descriptors for this dataset size. 

E. SVM Classification 
Classification uses a one-vs-one (OvO) 

multiclass SVM decomposition. With four classes, 
this generates six binary classifiers, each trained on 
the 128-dimensional PCA-projected features. The 
RBF kernel consistently outperformed linear, 
polynomial, and sigmoid alternatives under the same 
cross-validation protocol—consistent with the 
expectation that decision boundaries between leaf 
classes are nonlinear in feature space. 

Hyperparameter optimization used stratified 5-
fold cross-validation with grid search over C ∈ {0.1, 
1, 10, 100} and γ ∈ {0.001, 0.01, 0.1, 1}. The optimal 
configuration (C = 10, γ = 0.01) produced 91.3% 
cross-validation accuracy. Class weights were set 
inversely proportional to class frequency to 
counteract mild class imbalance. 

F. Deployment Interface 
A Flask web application serves the trained model 

behind a simple image-upload interface accessible 
via mobile browser. Upon upload, the preprocessing 
and feature extraction pipeline executes server-side, 
returning the predicted species name, a confidence 
score derived from the SVM decision function, and 
a brief summary of the plant's known medicinal 
properties. Mean CPU-based inference time is 
approximately 340 ms per query. The interface has 
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been validated on both Android and iOS browsers 
under throttled network conditions representative of 
rural connectivity. 

 

IV. EXPERIMENTAL RESULTS 

A. Overall Classification Performance 
The SVM classifier achieves 89.2% accuracy on 

the 870-image test set, with a macro-averaged F1-
score of 0.891. Five-fold cross-validation yields an 
average accuracy of 89.8% ± 1.3%, indicating 
consistent generalization. Per-class results are 
reported in Table III. 

TABLE III.  Per-Class Classification Performance 
Species Prec. Recall F1 n 
Neem 0.912 0.897 0.904 224 
Tulsi 0.931 0.926 0.928 216 

Curry Leaf 0.862 0.848 0.855 210 
Aloe Vera 0.878 0.873 0.875 220 

Macro Avg. 0.896 0.886 0.891 870 
 

Tulsi achieves the highest F1-score (0.928). Its 
distinctive small ovate leaf with strongly serrated 
margins and consistent deep-green coloration 
produces well-clustered feature vectors. Neem's 
compound pinnate leaf structure also provides clear 
boundary cues, supporting its strong F1 of 0.904. 
Curry Leaf and Aloe Vera exhibit lower scores for 
reasons examined in the next subsection. 

 

B. Error Analysis 
The confusion matrix (Fig. 2) reveals that the 

dominant error pathway is Neem–Curry Leaf 
confusion: 12 Curry Leaf samples are classified as 
Neem and 9 Neem samples as Curry Leaf. Both 
species share compound leaf geometry, and the fixed 
handcrafted descriptors do not fully resolve fine 
differences in leaflet spacing, edge serration rhythm, 
and petiole texture that human taxonomists exploit. 
Aloe Vera errors exhibit a different pattern: its 
elongated simple leaf provides few texture or shape 
cues beyond gross outline, causing the classifier to 
rely heavily on color and edge features, which 
become unreliable under imprecise segmentation. 

 

Fig. 2.  Confusion Matrix — Test Set (n = 870) 
Actual \ Pred. Neem Tulsi Curry Aloe 

Neem 201 5 9 9 
Tulsi 5 200 7 4 

Curry Leaf 12 6 178 14 
Aloe Vera 9 4 7 200 

 

C. Feature Ablation Study 
Table IV quantifies each feature group's 

marginal contribution. Edge gradient features alone 
achieve only 68.9%, confirming that edge 
information is a secondary cue. Color histograms 
provide 74.3% in isolation. Shape and texture 
descriptors dominate at 81.2% as a stand-alone 
group. Combining all three families reaches 88.4%, 
and PCA reduction to 128 dimensions adds a further 
0.8 percentage points (89.2%), validating its 
inclusion in the final pipeline. 

TABLE IV.  Feature Ablation Results 
Feature Configuration Dims Accuracy 
Color Histogram only 192 74.3% 
Shape + Texture only 307 81.2% 
Edge Gradient only 64 68.9% 

Color + Shape + Texture 499 86.7% 
All Features (raw) 563 88.4% 

All Features + PCA (128-D) 128 89.2% 
 

D. Comparison with Deep Learning Baselines 
Table V places the proposed system within the 

accuracy-latency-parameter space alongside three 
neural baselines trained on the same 4,350-image 
dataset. The proposed SVM outperforms a plain six-
layer CNN trained from scratch (89.2% vs. 87.6%), 
validating the feature engineering design. 
MobileNetV2 with fine-tuning (94.3%) and 
InceptionResNetV2 with full tuning (97.8%) both 
exceed the SVM, but at 3.4M and 55.9M parameters 
respectively, and with CPU inference latencies of 
680 ms and 2,840 ms. The proposed SVM achieves 
340 ms latency—a 2–8× reduction—making it the 
only system meeting interactive response time 
requirements without GPU support. 

TABLE V.  SVM vs. Deep Learning Baselines 
Model Accuracy Params CPU Latency 

Proposed SVM + PCA 89.2% — 340 ms 
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Plain CNN (6-layer) 87.6% 2.1M 520 ms 
MobileNetV2 (FT) 94.3% 3.4M 680 ms 
InceptionResNetV2 97.8% 55.9M 2,840 ms 

 

V. DISCUSSION 

A. Practical Positioning 
The system described here occupies a well-

defined operational niche: it delivers adequate 
classification accuracy (89.2%) with sub-400 ms 
CPU latency via a mobile-accessible web interface, 
without requiring cloud GPU compute or local 
model installation. This makes it deployable in 
contexts explicitly excluded from high-accuracy DL 
systems—wholesale herbal markets, field collection 
sites, district-level processing facilities, and rural 
Ayurvedic clinics. The supplementary medicinal 
metadata returned alongside each prediction adds 
decision-support value for practitioners who may not 
have access to reference texts. 

Where GPU infrastructure is available and a 
larger annotated dataset can be assembled, 
MobileNetV2 or InceptionResNetV2 are clearly 
preferable on accuracy grounds. The present system 
is not a competitor in resource-rich contexts; it is a 
complement in resource-constrained ones. This 
distinction is important for correctly calibrating 
expectations and deployment decisions. 

B. Limitations 
Several limitations bound the generalizability of 

these results. The four-species scope demonstrates 
proof of concept but does not reflect the taxonomic 
breadth of practical Ayurvedic pharmacopoeias, 
which span hundreds of species with considerably 
greater visual similarity. Extending the classifier to 
30–50 species while maintaining acceptable 
accuracy will require richer feature representations 
or the incorporation of lightweight learned features. 
The dataset also lacks images of diseased, insect-
damaged, or post-harvest processed plant 
materials—states commonly encountered in supply-
chain settings. Finally, the Flask interface has not 
undergone formal usability testing with the intended 
non-expert user groups. 

C. Future Directions 

Expanding species coverage to 30–50 classes is 
the most critical next step and should be 
accompanied by diversified data sourcing from 
verified herbaria and field photography. Replacing 
or augmenting handcrafted descriptors with features 
extracted from a frozen MobileNetV2 backbone 
could improve discrimination on visually similar 
species without abandoning CPU deployability. 
Offline mobile packaging using TensorFlow Lite 
would remove the dependency on internet 
connectivity entirely. Field usability trials with 
Ayurvedic practitioners and market traders are 
needed to quantify real-world identification errors 
attributable to operator behavior versus model 
limitations. 

VI. CONCLUSION 

        A CPU-deployable medicinal plant 
identification system has been developed and 
evaluated, targeting deployment contexts where 
deep learning infrastructure is unavailable. The 
pipeline combines HSV color histograms, LBP 
texture descriptors, Hu moment and Fourier shape 
features, and Sobel edge gradients, compressed by 

 PCA to 128 dimensions and classified by an RBF-
kernel SVM. On a curated dataset of 4,350 leaf 
images spanning four species, the system achieves 
89.2% accuracy and a macro F1 of 0.891 at 340 ms 
CPU inference latency. Feature ablation confirms 
that the multi-group descriptor combination 
outperforms any individual feature family, and that 
PCA compression provides a measurable 
generalization benefit. Against deep learning 
baselines, the SVM trades some accuracy (5–9 
percentage points) for a 2–8× reduction in inference 
latency and zero GPU dependency. A Flask web 
application delivers predictions and medicinal 
metadata to users without local software installation. 
The work establishes a reproducible baseline for 
low-resource plant identification systems and 
outlines concrete paths—expanded species coverage, 
learned feature extraction, and offline mobile 
deployment—for improving both accuracy and 
reach in future iterations. 
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